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Abstract
In this note we show that a deep learning pipeline designed and
trained for analyzing UAV images for damage assessment in the aftermath of Cyclone PAM in 2015, can be used “as is” in the context
of Hurricane Harvey. Our original pipeline was trained on a moderate size data set. This suggests that a global effort to combine and
pool UAV images from many disaster sites is bound to result in a
classifier that will be ready to operate in a turn-key fashion.
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Introduction

Hurricane Harvey is now officially the wettest tropical cyclone on record
to hit the United States with some areas receiving over 1000 mm of rain
in a span of few days1 . Harvey has caused immense damage around the
Houston area of the state of Texas and its full impact is still being ascertained. The consensus amongs climate scientists is that the severity of
natural extreme events like hurricanes is likely to increase due to global
warming.
While hurricanes cannot be prevented, the science is now fairly advanced to predict their trajectories and the overall impact that they are
likely to have. However it is still difficult predict how each local area will
be impacted by a hurricane. It is fairly common for one region to suffer
extreme damage while a neighboring area is left completely intact.
Perhaps the first task in the aftermath of a hurricane is to rapidly
create a detailed fine-grained “damage map (DM) ” of the area. An ideal
DM will label each built structure according to the extent of the damage it has suffered. Different entities (e.g., government officials, NGOs
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and insurance companies) that are involved in the rescue, relief and
rehabilitation effort can then use the DM to priortize their response.

2

Nazr-CNN: A Deep Learning Framework

We have recently proposed Nazr-CNN a deep learning framework for
carrying out damage assessment based on UAV images2 . Nazr-CNN
has two components: The first component carries out a segmentation
task where the objective is to identify houses and built infrastructure.
In the second component a texture analysis is carried out (again using
deep learning) to discriminate between the types of damage that the
objects may have incurred.
Nazr-CNN was trained on a relatively small data set of UAV images
acquired in the aftermath of Cylcone PAM in Vanuatu in 2015. As noted
earlier we directly applied the trained model to images from Harvey without any further tuning.

3

Application to Harvey Data

We give examples where Nazr-CNN does well and also where it does
not. The images are frames taken from a video on youtube.com3 . We
are using them under the legal doctrine of “Fair Use.”

3.1

Harvey - Good Results

In the Figure 1, we have shown a few representative examples where
Nazr-CNN does particulary well. Each pixel is classified into one of
background (black), mild damage (green), medium (purple) or severely
damaged (red):
1. In Figure 1(a) Nazr-CNN cleanly separates the background from
the debris. The debris is classified as either medium or severel
damaged. Ideally the whole debris region should have been classified as severely damaged but the left hand side of the debris field
has some of the structure partially intact.
2. In Figure 1(b) most of the image is debris but there is small part of
the background at the bottom left of the image which is correctly
identified by Nazr-CNN.
2 https://arxiv.org/abs/1611.06474
To be presented at DSAA2017 - The 4th IEEE International Conference on Data Science
and Advanced Analytics, Tokyo, Japan, Oct 2017
3 https://www.youtube.com/watch?v=79Os6KTAOtM
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3. In Figure 1(c), the side of the building is severly damaged and NazrCNN is able to pick it up while the roof is partially intact and thus
the medium (purple) level of damage.
4. In Figure 1(d) because of the angle and distance from the UAV only
the two major objects (houses) are detected. The house on the left
appears undamaged (thus green) while the house on the right is
partially damaged but the classifier makes a partial mistake by
classifiying the whole house as green.

3.2

Harvey - Poor Results

We also provide a few examples in Figure 2 where Nazr-CNN does not
perform well. In Figure 2(a) the presence of water confuses the classifier.
This may appear as a major weakness of Nazr-CNN but we observed
that our training data from Cyclone Pam had very few images which
contained “water.” This was because the UAVs were flown several days
after the Cyclone had receded. This clearly shows that if we build a
bigger database of images capturing the diversity of scenarios that are
likely to be encountered in the aftermath of a storm, the accuracy of the
classifier is likely to increase. In Figure 2(b), the classifier completely
fails in detecting the debris in the front of the image. It is hard to explain
why that is the case. In fact this example demonstrates that while deep
learning techniques are powerful, sometimes it is hard to explain why
and when they fail.
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Discussion

The consensus among climate scientists is that the severity of extreme
weather events like hurricanes is likely to intensify as average global
temperatures rise. While extreme weather events cannot be prevented
from occurring, a rapid rescue response can help ameliorate the damage.
In this note we have provided preliminary evidence that a machine
learning classifier trained on UAV data from cyclone PAM that struck the
island of Vanuatu in 2015 can be directly used to assess damage from
Hurricane Harvey. This is a promising observation as it suggests that
the overhead cost of using machine learning for damage assessment
can be substantially reduced. Especially promising is that UAV can be
flown into affected areas even before the storm has fully subsided. Thus
a rescue and relief operation can be planned as the storm is receding.
Below we enumerate several issues that need to be addressed before
the preliminary evidence suggested in this note can be translated into
a robust service.
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Figure 1: Application of Nazr-CNN to UAV images from regions struck
by Hurricane Harvey: (a) despite the clutter, the classifier is able to
identify regions of medium (purple) and severe (red) damage; (b) the
small amount of background is accurately identified by the classifier
(black); (c) notice the roof is classified as mildy damaged but the side of
the building as severely damaged; (d) the classifier correctly identifies
the two entities in the foreground.
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Figure 2: Examples where Nazr-CNN does not perform well: (a) The
presence of water in the image confuses the classifier; (b) It is not clear
why the debris in the foreground was missed.
1. Deep Learning methods work well but they will work even better
if we can have access to more data and from diverse hurricane
events. From the negative results we can already infer that the
presence of water logging in the images can mislead the classifier.
Part of the reason for the error is that in our original training set
we did not have representative data.
2. As we note in the Nazr-CNN paper, the effort required to annotate
images is quite high. We were able to use the Micromapper platform and a large group of online volunteers to label the images.
However there was a large amount of ambiguity in the labeling
process. A process where volunteers can be trained effectively is
required to improve the quality of the training data.
3. Deep Learning training is computing intensive. An interesting observation is that Nazr-CNN itself used a pre-trained network. A
large computing infrastructure is required to train the deep learning models ab initio.
As we finish writing this another category four hurricane (Irma) is
moving through the Caribbean towards the United States. The need for
an automated, online and robust classifier for damage assessment has
never been more urgent!
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